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T
he Radeon 8500 AIB launched by ATI in August 2001 used a 150-nm manufacturing 
process, for its R200 GPU, code-named “Chaplin”. The AIB worked with DirectX 8.1. 
and OpenGL 1.3 APIs. 

The R200 introduced several new and enhanced features, but the most noteworthy 
was ATI’s “TruForm” feature. TruForm was a semiconductor intellectual property (IP) 

block developed by ATI (now AMD) for accelerating tessellation in hardware. The following 
diagram is a simple example of a tessellation pipeline rendering a sphere from a crude 
cubic vertex set.

Tessellation can be relative according to the distance of an object to the view in order 
to adjust for level-of-detail. This allows objects close to the viewer (the camera) to have 
fine detail, while objects further away can have coarse meshes, and yet at the same time 
seem comparable in quality. It also reduces the bandwidth required for a mesh by allowing 
it to be refined once inside the shader units.

ATI’s TruForm creates a new type of surface composed of curved rather than flat tri-
angles, called N-Patches or PN triangles. The new approach permitted surfaces to be 
generated entirely within the graphics processor, without requiring significant changes to 
existing 3D artwork composed of flat triangles. That, according to ATI, would make the 
technology more accessible for developers and allow it to avoid breaking compatibility 
with older graphics processors—while at the same time offering high-quality visuals. The 
technology was supported by DirectX 8s N-patches, which calculates how to use triangles 
to create a curved surface.

ATI’s R200 GPU was an average-sized chip for the time: 120 mm² in area. It incorpo-
rated 60 million transistors and featured four pixel shaders and two vertex shaders, eight 
texture mapping units, and four ROPs. ATI said at the time that the R200 was more com-
plex than Intel’s Pentium III processors.
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The Radeon 8500 ran at 275 MHz and was supplemented with 64 MB DDR using a 128-
bit memory bus. It was a single-slot AIB and didn’t need an additional power connector, 
since it only consumed 23 W. The AIB had an AGP 4x interface and offered three display 
outputs: DVI, VGA, and S-Video.

The R200 was ATI’s second-generation GPU to carry the Radeon brand. As most AIBs 
of the time, the 8500 also included 2D GUI acceleration for Windows and offered video 
acceleration with a built-in MPEG CODEC.

Whereas the R100 had two rendering pipelines, the R200 featured four. ATI branded 
the larger processing pipeline as Pixel Tapestry II. The new design increased the AIB’s fill 
rate to 1 Gigapixel/s.

ATI built the original Radeon chip with three texture units per pipeline so it could apply 
three textures to a pixel in a single clock cycle. However, game developers chose not to 
support that feature. Instead of wasting transistors on an unsupported feature, ATI decid-
ed to build the R200 with only two texture units per pipeline. That matched the Nvidia 
GeForce3 and made developers happy.

But ATI was clever and enabled Pixel Tapestry II to apply six textures in a single pass. 
Legendary game developer John Carmack, who was working on the upcoming Doom 3, 
said at the time, “The standard lighting model in Doom, with all features enabled, but no 
custom shaders, takes five passes on a GF1/2 or 2 Radeon.” He said that the same light-
ing model would take “either two or three passes on a GF3, and should be possible in a 
clear + single pass on ATI’s new part.”

With the original Radeon, ATI introduced its “Charisma” hardware transform and lighting 
engine. The R200’s Charisma Engine II was the company’s second-generation hardware 
accelerated, fixed-function transform and lighting engine, and it benefitted from the R200’s 
increased clock speed.

ATI overhauled the vertex shader in the R200 and branded it the “Smartshader” engine. 

Figure 1: Tessellation can reduce or expand the number of triangles or polygons in a 3D 

model. (Image credit: Romainbehar, Wikipedia).
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Smartshader is a programmable vertex shader, and was identical to Nvidia’s GeForce3 
vertex shader, as both companies conformed to the DirectX 8.1 specifications.

In late 2000, just before the rollout of the Radeon 8500/R200, ATI also introduced its 
“HyperZ” technology, which was basically a Z-compression scheme. ATI boasted that 
HyperZ could offer a 1.5 gigatexels per second fill rate, even though the R200’s theoretical 
maximum was only 1.2 gigatexels. In fact, the HyperZ did provide a performance improve-
ment during testing.

ATI’s HyperZ technology consisted of three features working in conjunction with one 
another to provide an “increase” in memory bandwidth.

ATI’s HyperZ piggybacked on several concepts from the deferred rendering process 
developed by Imagination Technologies for its PowerVR tiling engine.

A large amount of memory bandwidth is required to repeatedly access the Z-buffer to 
determine what pixels, if any, are in front of the one being rendered. The first step in the 
HyperZ process was to check the z-buffer before a pixel was sent to the rendering pipeline. 
This approach removed unneeded pixels before the R200 rendered them.

Then the Z-data was passed through a lossless compression process to compress the 
data in the Z-buffer. That also reduced the memory space needed for the S-data, and 
conserved data transfer bandwidth while accessing the Z-buffer.

When the Z-data was used, a Fast Z-Clear process emptied the Z-buffer after the image 
had been rendered. ATI had a particularly efficient Z-buffer clearing process at the time.

The first Radeon employed 8×8 blocks. To decrease the bandwidth needed, ATI adjust-
ed the block size to 4×4. The R200 could discard 64 pixels per clock instead of eight. (The 
GeForce3 could discard 16 pixels per clock.)

ATI also implemented an improved Z-Compression algorithm that, according to the 
datasheet, gave them a 20% boost in Z-Compression performance.

Jim Blinn introduced the concept of bump mapping in 1978. The approach created 
artificial depth by using illumination on the surface of an object. However, most game 
developers didn’t start using bump mapping until early 2000; Halo 1 was one of the first 
games to use it in 1998. 

Putting It All Together
Prior to the adoption of bump, normal, and parallax mapping to simulate higher mesh 

detail, 3D shapes required large quantities of triangles. The more triangles used, the more 

Figure 2: ATI’s HyperZ. 

(Image credit: Shmuel 

Csaba Otto Traian, 

Wikipedia).
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realistic surfaces you could create.
To reduce the number of triangles in use, tessellation was employed. TruForm tessel-

lated 3D surfaces using the existing triangles and tacked on additional triangles to them 
to add detail to a polygonal model. The result was that the TruForm technology improved 
image quality without significantly impacting frame rates.

However, TruForm was seldom used by game developers because it required models 
to work outside of DirectX 8.1. Without widespread industry support, most developers 
simply ignored it. On top of that, in 2000 Nvidia had eclipsed ATI in AIB market share, and 
developers were not as willing to invest in a unique feature from the No.2 supplier. By the 
time ATI, now part of AMD, upgraded to the Radeon X1000 series in 2007, TruForm was 
no longer a hardware feature.

With the Radeon 9500, the render-to-vertex buffer feature in it could be used for tessel-
lation applications. This was also helped along by hardware supporting Shader Model 3.0 
from Microsoft. Tessellation in dedicated hardware returned in the ATI’s Xenos GPU for 
the Xbox and Radeon R600 GPUs.

Support for hardware tessellation only became mandatory in Direct3D 11 and OpenGL 
4. Tessellation, as defined in those APIs, is only supported by newer TeraScale 2 (VLIW5) 
products introduced by AMD in 2009 and GCN-based products (available from January 
2012). In AMD’s GCN (graphics core next), the tessellation operation is part of the geo-
metric processor. 

When the Radeon 8500 came out, ATI’s software group was going through a difficult 
management shakeup and the drivers the company issued were buggy. To make matters 
worse the company cheated on some benchmarks and reported higher scores than were 
attainable by reviewers. ATI also had problems with its Smoothvision antialiasing. 

TruForm, the feature that should have propelled ATI to a leadership position, was lost 
due to mismanagement and lackluster marketing. The technology leadership ATI had built 
up through its development was wasted. 
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R
eality Simulation Systems (RSSI) was founded in 1993 at Rensselaer Polytechnic Insti-
tute’s Venture Creations, RPI’s incubator in Troy, New York, by Mike Lewis and Steve 
Morein. The goal was to develop a very high-performance, cost-effective 3D graphics 
processor for the interactive electronic entertainment market.

The company developed a tiling design called PixelSquirt. Morein was the lead 
designer of the company’s first chip and was inspired by Microsoft’s Talisman project and 
VideoLogic’s PowerVR.

In 1994, Lewis and Morein moved to San Jose to be closer to the action in Silicon Valley. 
Lewis attracted interest from angel investors and, in 1995, was able to raise additional cap-
ital to enhance the design further.

Lewis and Morein said the 3D PixelSquirt architecture offered several improvements over 
traditional methods of 3D rendering. The architecture, said Lewis, addressed the bandwidth 
and memory requirements to achieve visual realism for 3D at 1024 × 768 and higher resolu-
tions, the standard for high-resolution established by IBM in 1987 with the 8514/A.

Enter S-MOS
In 1996, S-MOS Systems and RSSI announced a long-term development and marketing 

agreement to design 3D technology and products for personal computers. S-MOS worked 
with Steve Morein to develop the SPC1515 PIX.

Morein said at the time, “Even with the drop in memory prices it doesn’t pay to reinvent 
2D. Instead, make it [the PIX] work with any card that supports DirectDraw surfaces.” When 
asked if the engineering team would take advantage of Tseng’s IMA port, Morein remarked 
they were investigating this method.

When asked about competitors, Sandeep Gupta of S-MOS said, “Rendition, maybe, but 
the real competition is a pair of skates for a Christmas present.”
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RSSI avoided lookup-write backs to the CPU, and it instead used 250 kB of on-chip 
cache. It also developed special-purpose code that could take advantage of the Pentium’s 
dual pipeline, similar to a traditional image generator. Morein said the next version of the chip 
would tap AGP (Accelerated Graphics Port).

The SCP1515 performed point-sampled texel-address calculations for texture map-
ping and supported 32 × 32 to 1024 × 1024 resolution maps. Textures were stored in the 
host-system memory, and the chip managed 65,536 separate texture maps and up to 128 
MB of addressable texture-map data. PIX also supported PCI burst transfers.

When asked about comparisons to the streaming processor concept of Talisman, Morein 
said, “We started with tile and rejected it. They do a nice job, but it’s better if you don’t have 
to use them. We do texture lookup after visibility. Render into texture maps, then software 
texture lookup.”

Morein said that it was able to sustain data-transfer rates greater than 100 MB/s over 
PCI, but it wouldn’t work with VGA chips that insert any “not-ready” commands. At full power, 
the chip ran at 66 Mpixels/s (Z-buffered, 640 × 480). At 800 × 600, the chip reached 45 
Mpixels/s.

Under the terms of the agreement, S-MOS would provide the manufacturing through its 
affiliate, Seiko Epson in Japan, while also offering worldwide sales, marketing, and co-devel-
opment resources. RSSI would provide key technology and design expertise in all phases of 
development. The partnership was a breakthrough and validation for RSSI.

Seiko was (and still is) a very well-respected precision technology company, and the 
Japanese are highly diligent in their partnerships. The last thing the 115-year-old company 
wanted was to be embarrassed or have its reputation damaged.

Tom Endicott, vice president of S-MOS marketing and sales, said, “We chose to work 
with RSSI because of their unique and innovative approach to three-dimensional design 
for personal computers and their specific knowledge of the computer games market. While 
others were approaching the problem of 3D graphics from a workstation point of view, RSSI 
approached the problem from the PC user’s point of view.”

The first chip of a planned three to come out of the agreement was the SPC1515 or PIX 
(PixelSquirt). S-MOS announced it was targeting video games and VRML 3D. Lewis said 
S-MOS would use existing 2D graphics subsystem buffer memory and main memory to 
reduce cost and improve performance. When S-MOS forecasted the bill-of-material (BOM), 
it said it would cost $60 for a 3D upgrade board with the PIX. That was an aggressive price 
for the market segment the company was targeting. But as it turned out, it was not realizable.

S-MOS introduced the concept for the graphics chip at the 1996 Computer Game 
Developers Conference. The firm was optimistic it would have a motherboard design win to 
announce soon. But it never made it into production.

RSSI: PixelSquirt
RSSI’s frame-buffer-less PixelSquirt debuted at the 1995 CGDC. At the conference, 

RSSI’s president David Bernstein said, “Our relationship with S-MOS has created an 
excellent working partnership to enable the complete development and introduction of our 
flexible 3D graphics technology. The simplicity of RSSI designs combined with S-MOS’s 
first-class manufacturing facilities will allow very quick product cycles, as demanded by 
the PC marketplace.”

RSSI developed a scalable image generator. High-performance visualization and simula-
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tion systems like flight simulators used image generators. For increased performance, it was 
possible to daisy-chain several PixelSquirts together.

The company built an add-in-board (AIB) with four PixelSquirts and a master controller. 
The AIB accepted a video stream from a VGA board via the feature connector and then 
shaded the polygons. It pulled in polygon edge information via the PCI bus. It rendered at 
100,000 flat-shaded 400-pixel triangles/s, with a more than 3-Gpixel/s fill-rate.

The AIB could deliver 2,000 triangles per frame, independent of the frame rate. The AIB 
offered 24-bit color with a 1-bit alpha plane and a 24-bit Z-buffer. The chip supported reso-
lutions up to 1024 × 768.

RSSI offered the four PixelSquirts, with a DAC and a master controller chip on an AIB 
they called LittleSquirt, with an estimated price of less than $500. Although the AIB was not 
appropriate for gamers’ budgets, the design showed off the company’s capabilities, and the 
price was cheaper than standard image generators. But, even with S-MOS’s support, mil-
itary and commercial aircraft companies balked at working with such a small company. As 
has been proven too many times, big companies like to deal with big companies.

In mid-1997, the company began work on a new architecture, Aquila PX, and teased an 
announcement for March 1998.

Aquila PX offered high-performance 2D, 3D, and video and simultaneous NTSC/PAL 
television output. Lewis said the design would deliver 100 Mpixels/s. It had a floating-point 
setup engine, a 4K texture cache, a 230-MHz LUT-DAC, and a nonlinear three-line flicker 
filter for television output. Lewis said Aquila PX supported a 1024 × 768 × 16 resolution with 
a 1-MB texture buffer in a 4-MB configuration.

A follow-on chip, the VelaTX, was a 3D-only processor that Lewis claimed could reach 
250 Mpixels/s, and it incorporated many advanced 3D features such as anisotropic texturing. 
VelaTX would work with any existing 2D graphics accelerator, claimed Lewis. The 3D cores 
from both devices were available for licensing.

In 1997, Morein left RSSI and moved to AMD. Aquila PX never made it out of the labora-
tory. But in 1998, the company announced its VelaTX.
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Stellar is Born (1997)
In late 1997, RSSI was restructured and renamed Stellar Semiconductor. With assistance 

from Sky Capital, Stellar purchased RSSI’s assets, which included a design for a new 3D 
chip code-named Aquila PX. Some executives left S-MOS Systems to help establish the 
company, including Sandeep Gupta. Gupta had been the senior product manager for graph-
ics products at S-MOS and became Stellar’s CEO. Joseph C. Del Rio, VP of engineering 
and co-founder of Stellar, was the executive director of engineering at S-MOS. And Michael 
Lewis, the company’s CTO, was with RSSI before moving to Stellar.

The company launched at the 1998 Intellectual Property in Electronics Seminar (IP98) in 
Santa Clara, California. The company had more than 25 employees then and completed two 
rounds of venture financing. At the time, S-MOS was still pursuing its own course.

Due to pending patent applications, scant details were available at the time. Gupta said 
the design would achieve high performance, high resolution, and high-quality realism. 
Furthermore, the architecture (like Talisman and PowerVR) did not use a Z-buffer, and it fea-
tured a real-time data flow while using half the gates of alternative solutions. The architecture 
was developed in 1993 and was implemented in an AIB a year later.

Stellar planned to develop intellectual property (IP) for a 3D graphics engine. “We also 
plan to move into the fabless semiconductor business by creating, marketing, and selling 
graphics engines for the add-in card and motherboard desktop PC arena,” said Gupta. 
However, Gupta added that the Stellar graphics accelerator would target a niche market in 
the 3D space, one not well-served by other graphics companies.

Stellar had two licensees signed up for its 3D core but would not comment on who they 
were. Broadcom was most likely one of them.

The company planned to introduce a proprietary 3D graphics engine in the second quarter 
of 1998 as a synthesized HDL netlist, and it claimed to have two foundries qualified to build it.

The first 3D core was DirectX 5.0 compliant, and the company said it would use less than 
250,000 gates and be synthesizable up to 100 MHz. Stellar claimed to have proven the 
core twice in silicon with software drivers using Direct3D and OpenGL. Gupta said it would 
take Stellar less than a week to hook the existing 3D core design into a company’s device. 
“Because the architecture is pipelined, a company can balance the performance loading and 
host interface effectively,” he added.

The 3D IP core and the graphics chips used RSSI’s original PixelSquirt architecture based 
on a parallel processor and a multiple pipelined design. PixelSquirt’s tiling engine eliminated 
the need for Z-buffering because it removed hidden surfaces before filtering, texture map-
ping, and atmospheric conditioning.

Stellar said a key advantage of its core was the ability to interface easily to existing host 
interface and memory controller blocks. In those cases, the host IF block was only required 
to provide a bus master read connection to the host CPU, and the memory controller only 
needed to provide a read/write interface to the memory for texture map storage. The com-
pany said the 3D core was small and highly scalable, and it offered a range of price and 
performance options to licensees. Stellar had five patents in prosecution at the time.

VelaTX (1998)
Stellar described VelaTX as the first of a family of 3D rendering engines based on the 

PixelSquirt architecture. The company claimed it would deliver 200-Mpixel/s rendering with-
out Z-buffering. Z-buffer elimination, said Stellar, reduces the requirement for fast memory. 
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Previously, PixelSquirt had been offered as a synthesizable core.
Instead of rendering one polygon at a time, the PixelSquirt rendered a pixel at a time in 

raster order, starting with 24-bit floating-point hidden-surface removal. The remaining oper-
ations act only on data output to the screen.

The chip had 2.5 MB of DRAM integrated with the renderer via a 512-bit bus to speed up 
texture mapping. Further texture storage used external SDRAM of up to 8 MB. Stellar said 
VelaTX would support numerous Open GL and DirectX 6 features in hardware, including 
perspective correction, specular highlighting, alpha-blend and texture-blend modes, multiple 
fog modes, and texture compression.

The design had an AGP-to-PCI bridge, P-Pipe, VIP/VMI ports, and a memory-expansion 
bus, allowing the chip to form a hub for multimedia expansion AIBs. The VelaTX was pack-
aged in a 388-pin BGA and priced at $35 apiece in quantities of 10,000. Stellar said it would 
be available in the fourth quarter of 1998 or the first quarter of 1999.

Stellar and Sican (1999)
At the 1999 Intellectual Property in Electronics Seminar (ip99), Stellar and Sican GmbH 

(Hannover, Germany) announced a marketing and sales agreement. Sican agreed to market 
and sell Stellar’s IP cores alongside Sican’s existing library of core products. Sican would 
also offer design services to the customer base of Stellar.

According to Valentin von Tils, vice president of design for Sican, the IP core offerings 
from both companies would complement each other. Sican was offering audio and video 
decoding, broadband media access, and bus interface cores. Adding graphics to the mix 
gave Sican a bigger footprint in the multimedia, communications, and networking applica-
tions segments.

Von Tils added, “Our combined strength will greatly enhance Sican’s ability to provide a 
robust set of cores for customers who are designing system-on-a-chip multimedia solutions 
in Europe.” The deal looked like a great fit, but it would be short-lived.

Broadcom Buys Stellar (2000)
After several months of negotiations, Broadcom announced it would acquire Stellar 

Semiconductor to help the maker of high-speed communications chips move into set-top-
box (STB) and handheld internet appliance markets. “This acquisition provides Broadcom 
with an important piece of technology required to deliver high-end 3D games to digital set-
top boxes,” said Broadcom CEO Henry Nicholas.

“After working with Broadcom for nearly a year, we’re excited about combining forces to 
address the burgeoning consumer digital entertainment market,” said Gupta.

Broadcom said it would account for the acquisition as a pooling of interest. A one-time 
charge would be taken in the first quarter to cover the expense related to the transaction.

Broadcom attempted to use the Stellar technology in an STB chip, but it struggled to find 
many OEMs willing to pay the price for the performance boost. In addition, cable companies 
did not have the content—or the bandwidth—to make good use of the Stellar technology 
back then. Lewis left Broadcom a few years later and, in 2015, started Mycroft AI, an open-
source equivalent to Amazon Echo and Google Home.
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A
lphamosaic was a semiconductor 
company founded by Robert Swann 
and Steve Barlow in 2000 in Cam-
bridge, U.K. The company, a spin-out 
from Cambridge Consultants, focused 

on developing power-efficient mobile multi-
media processors based on its VideoCore 
architecture.

Alphamosaic’s VC01 chip centered on a 
novel 2D DSP architecture for low-power 
processing of video and images. Consumer 
devices, including phones from Samsung, 
leveraged the chip, as did the first Apple 
video-capable iPod to handle video record 
and playback, image capture and process-
ing, audio capture and processing, graph-
ics, games, and ringtones.

The second-generation chip, the VC02, 
ran at 150 MHz (almost twice the speed 
of the 85-MHz VC01), displayed video on 
QVGA screens, and captured up to 8-Mpixel 
images from image sensors. The new chip 
also included more internal SRAM memory 
(10 MB versus 8 MB in the previous proces-
sor) and advanced image filters.

LIBRARY
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VC02’s development board. 

Image credit: Jon Peddie Research



CHAPTER 3: Alphamosaic to Pi to Doom via BroadcomLIBRARY

 ☞LEARN MORE @ electronicdesign.com | 13

The VC02 was heavily weighted toward video. Two of the device’s most notable fea-
tures were a direct TV-out and an input for TV tuners.

The chip also contained dual 32-bit RISC processors, which had a dual-issue compil-
er. Like all mobile devices of the time, the CPUs were fixed-point only. However, like the 
predecessor single-CPU SoC, the VideoCore II was a dual-video DSP, with a 16 parallel 
data-path VLIW vector processor tightly coupled (by shared registers) with 32-bit RISC 
scalar processors.

The Raspberry Pi had a Broadcom SoC with a VideoCore IV 3D graphics core and used 
a closed-source binary driver (a blob) that communicated with the hardware. The blob ran 
on the BCM2835 SoC’s VPU vector processor of the Raspberry Pi. Open-source graphics 
drivers ran on the ARM11 via a driver in the Linux kernel.

However, a lack of an open-source graphics driver and related documentation was a 
problem for Linux on Arm. It prevented users from fixing driver bugs, adding features, and 
generally understanding how the hardware was working.

Then, in February 2014, Broadcom announced it would give the VC4 to the community. 
All of the documentation for the graphics core and a complete source code of the graphics 
stack was released under a three-clause BSD license. Anyone could use it. 

The source-code release targeted the BCM21553 cellphone chip, but it was straightfor-
ward to port it to the BCM2835 on the Raspberry Pi. That allowed access to the graphics 
core without using the blob. To make it happen, the Raspberry Pi organization offered a 
$10,000 prize for the first person to demonstrate to them that Quake III could run success-
fully at a playable frame rate on Raspberry Pi using those drivers. 

In April 2014, only a month after the prize was offered, it was claimed by Simon Hall, a 
longtime Pi hacker. 
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F
ounded by Jack Hsiao Nan Tseng and John J. Gibbons in Newtown, Pa., Tseng Labs 
developed a chipset for graphics add-in boards (AIBs) used in the IBM PC and compat-
ibles from 1983 to December 1997.

The company was best-known for the ET3000, ET4000, and ET6000 VGA-
compatible graphics chips. When Microsoft Windows 3.0 came out in 1990, Tseng Lab’s 

controllers grew in popularity. Despite having a conventional DRAM frame buffer, Tseng’s 
ET4000 family was noteworthy for its high-speed host interface (ISA) throughput.

The ET4000 was one of the last ISA-based AIBs and provided the core IP for three gen-
erations of ET4000/W32 2D accelerators.

The ET3000 series came out in September 1987, less than six months after IBM’s VGA 
announcement, and it shipped in high volume for over two years during a time when 50 
companies were producing VGA compatibles. At the time, the ET3000 was feature-rich, 
supporting 1024 × 768 displays with a frame buffer size of 2 MB.

Tseng Labs developed several advanced graphics controller features that are still in 
today’s GPUs. They included the first integrated local bus controller and packed pixels 
from 8- to 24-bit color modes and image memory access (IMA) that first appeared on the 
ET4000/W32. It was a high-speed asynchronous input for video or graphics into the display 
buffer, extended register sets, and the first local bus graphics designs. The accelerator could 
expand a 1-bit-per-pixel (monochrome) pixel map into an 8-bit-perpixel map. That was a 
helpful operation when painting fonts.

Using its IMA bus, Tseng was one of the first companies to incorporate a video accelerator 
with image-processing circuits, which the company branded VIPeR.

ET4000
The Tseng Labs ET4000/W32i video controller was an ISA/EISA/MCA-compatible graph-
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ics chip with an 8-/16-/32-bit bus or CPU direct (local bus) interface. It integrated a graph-
ical-user-interface (GUI) accelerator and advanced features for developing imaging and 
multimedia markets.

The host interface was the second generation of Tseng Labs’ cache/memory-man-
agement architecture and boasted about 5X more performance than its predecessor, the 
ET4000/AX. A unique feature of the ET4000 was that the architecture maximized the capa-
bilities of DRAM and eliminated the requirement for VRAM, reducing costs in the process.

Toshiba fabricated the chip in its Iwate 650-nm fab.
The ET4000 was a large chip for its time. The magic of the ET4000 was the small, 

clever, on-chip least-recently-used (LRU) cache 
(the cache design was used by a software com-
pany that licensed it to many PC companies 
for industry-standard benchmark performance 
testing). Tseng later migrated the design to multi-
port, allowing follow-on products to handle multi-
ple independent dynamic bandwidths to access 
DRAM with almost no latency.

Among the chip’s features were a 256-raster 
operation capability, a high-throughput graphics 
engine for faster hardware-accelerated BitBLT, 
support for a hardware-driven cursor or a second 
simultaneous display window, an imaging port, 
and memory-to-memory BLTs with masking and 

pixel amplification. Tseng claimed at the time that its pixel amplification could speed up text 
printing, color expansion, and area fill operations by up to 10X.

In 1992, IBM announced it would use Tseng’s ET4000/AX VGA graphics controller in its 
new 80486SX model 2133 and 2155 PS/1 PC.

The W32i offered all graphics modes, planar, or linear packed-pixel modes. It had a color 
capability from 1 to 16.7 million. Pixel depths could reach up to 32 bits per pixel. Truecolor 
modes (16.7 million colors) were optimized in the ET4000/W32i, providing the desktop com-
puter market with the highest-quality 2D images at the time.

The first VIPeR—short for Video Image ProcessoR—debuted in 1994. The VIPeR offered 
high-quality real-time as well as computer-generated video. Key features included a profes-
sional-quality image scaler and interfaces to popular NTSC/PAL video decoders.

The first-generation VIPeR converted YUV 4:2:2 or 4:1:1 to 24-bit RGB, while future ver-
sions output YUV and allowed for color space conversion in the SuperVGA. The chips were 
employed in video products from Jazz Multimedia and Matrox. Tsang Labs had a competitive 
edge because it had more sophisticated video-processing algorithms than its rivals.

Evolution of the W32 Family and VIPeR
By May 1994, the company was working on two straight quarters of sales and net income 

growth. But compared to the prior year, the results were negatively impacted by lower mar-
gins on sales of the W32 family of graphics controllers, largely due to competitive market 
conditions and delays in wringing out anticipated cost reductions.

President Jack Tseng said, “The company has started to achieve significant cost reduc-
tions on the W32i and the W32p, which should begin to have an impact on our costs during 

Tseng Labs ET4000. 

Image credit: Jon Peddie 
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the second quarter. Further cost-reduction efforts are also in progress, and additional reduc-
tions are possible by the fourth quarter.”

On November 22, 1994, Tseng Labs announced two new products promising full-screen, 
accelerated playback, and motion video capture in a lower-cost version of VIPeR.

“We now expect production ramp-up in the second half of 1994,” said Tseng. He promised 
the integrated ET6000 in the second quarter of 1995.

Joe Curley, Tseng’s Director of Marketing, said, “The VIPeR f/x will enable multimedia pro-
viders to develop products for sizing and scaling of video images to arbitrary window sizes 
from 16 × 16 pixels to 1024 × 768 in true color without dropping frames.” It was a lower-cost 
version with 4:1:1 and 1024 × 768 × 24 capability.

Tseng and Joe Curley were tight-lipped about the new semi-secret ET6000 device. Tseng 
said his view was that a virtual port cache is the essence of the display controller. He claimed 
to have been building it since the ET4000.

ET6000
The new chip was designed to display multiple windows from multiple sources—telecom, 

graphics, audio, etc. The ET6000 would be a big, fast switcher. One of its unique features, 
according to Tseng, was that it could predict the direction and frequency of upcoming data 
and then route that data to the appropriate memory. Internal data-rate switching speed was 
forecasted to be 2 Gb/s. Latency would be within 1 to 2 clock cycles at 60 MHz, synchroniz-
ing within one clock cycle.

Tseng said the ET6000 would come in two versions—3.3 and 5 V—based on 600-nm 
technology that could reach 4 Gb/s. The ET6000 would be a fully integrated controller with 
135-MHz output LUT-DAC.

One of the most unique features of the ET6000 was the use of multibank DRAM (MDRAM) 
for graphics memory. MDRAM offered a large array of small memory banks. Combined with 
a novel fast-paging memory controller in ET6000, Tseng was able to effectively tap into 
more than 90% of MDRAM’s theoretical peak bandwidth. Two independent 16-bit paths to 
MDRAM, which could be treated as two different buses, were also onboard.

The new device supported a 16-bit IMA, and direct system bus support for ISA, PCI, and 
VLB. Curley said the company planned to show samples in a 208-pin package at WinHec 
or Spring COMDEX 1996.

According to Jack Tseng, “It will be very competitive—it’s almost like giving all that for 
nothing. Like W32 pricing.”

When asked about the future, he said, “We will have 3D in the future. There will be three 
separate parts in each family, a media channel and a flat panel version, in addition to the 
first unit.”

Battling the Competition
However, in the mid-1990s, too many companies flooded into the market. Many of them 

were developing—or were at least promising to develop—3D graphics chips. Tseng always 
had competitors, and it was an aggressive company in business as well as technology. But 
the added competition sapped its profit margins and, in turn, the R&D budget. The company 
also inadvertently misused some of its resources, further starving development.

By 1996, Tseng had lost significant market share to S3 Graphics and ATI Technologies. 
And, despite its leadership in design, the company was late integrating a LUT-DAC into its 
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controllers—it wasn’t until the ET6000 was introduced in late 1996 that it had an integrated 
LUT-DAC. Rivals had been shipping such devices for over a year at that point. Integrating 
the LUT-DAC reduced the cost of an AIB, giving them a competitive advantage. That severe-
ly hurt Tseng’s competitiveness.

But competition in the 2D and GUI accelerator market slowed it down. Slim profit margins 
not only crippled its R&D, but also stretched the company’s cash flow, making it difficult 
for the company to buy parts. It also struggled to buy adequate supplies of memory for its 
updated AIBs.

Lacking the funds to complete the development of its 3D engine (the ET6300), Tseng’s 
board of directors decided to abandon plans to build a next-generation chip. The plan was 
canceled in favor of preserving cash and courting potential buyers. The strategy resulted in 
ATI’s acquisition of the company.

What Happened to Tseng Labs?
Tseng was innovative. Crazy. Chaotic. Immature, maybe—but innovative. The company 

contributed the first 132-column alpha/numeric, the first SuperEGA, the first SuperVGA, the 
first cheap true color, the first local bus, the first bidirectional over-the-top bus (SLI owes a 
lot to that), and more. But they weren’t agile and fell prey to mismanagement.

In November 1997, a new strategic plan was announced. Tseng and its board evaluated 
the company’s strategy for the commercialization of the ET6300 and future new product 
development, and a course of action that would use the company’s resources, including $28 
million in cash. Tseng decided not to complete the ET6300.

Given the lead time and R&D costs required to produce new graphics products, Tseng 
decided to cease development efforts on all future products. However, the company said it 
intended to continue to work with 3D and multimedia graphics technologies to position the 
company for strategic partners and merger candidates.

In addition to a reported 20% to 30% reduction in staff, Tseng announced that it would 
pare down to a mere 50 employees.

Not long after, Jack Tseng resigned. Another founder, John J. Gibbons, replaced him as 
CEO and chairman of the board.

Jack Tseng is a justifiably proud engineer who made mistakes similar to other justifiably 
proud engineers who founded their own companies. Tseng rose to prominence in the EGA 
era and continued to preside over the company’s dominance into the days of the VGA. S3 
stole the company’s thunder at the dawn of the Windows accelerator age, but Tseng was 
able to strike back with the W32 and the ET6000 designs. It was 3D that finally got the best 
of Tseng Labs, which loosely partnered with other companies on several occasions (S-MOS 
PIX, and NEC’s PowerVR) while continuing to work on their 3D technology.

On December 22, 1997, ATI announced plans to acquire the graphics design assets of 
Tseng for approximately $3 million.

Under the terms of the purchase agreement, ATI acquired all of the graphics design 
assets of Tseng Labs, including specific hardware and software licenses. About 40 employ-
ees, including engineering and marketing personnel, accepted offers of employment with 
ATI’s U.S. subsidiary, ATI Research.
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